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Introduction

Renewal Processes

A renewal process is a mathematical model of the way that parts last when they are used and replaced.  For example, the light bulb in a room gets used until it burns out, and then is replaced immediately.  The lifetime of each bulb is random, and we assume that all bulb lifetimes are independent and have the same distribution.  The dates that the light bulb burns out are said to be a “renewal process”, because we assume that as soon as the new bulb is put in, the future behavior of the process is not dependent on the past behavior—that is, the process is renewed.

Many parts of renewal theory are very intuitive, to the point that we might wonder why we are studying it if we’re just seeing things that we would have known already.  For example, suppose a light bulb lasts 3 months on average.  Then, a theorem assures us that the long-run rate at which we replace light bulbs is 4 per year, which comes as no surprise.  However, there is one result in renewal theory that is very counter-intuitive when we first learn of it.  It is called the “Inspection Paradox”, because the result seems paradoxical.

The Inspection Paradox

We will start with the light bulb example, where light bulbs on average last 3 months.  That means that if we recorded the lifetime of every light bulb that was used in this socket for the past few years, the average would be 3 months.  But now, suppose a friend from a distant land visits us and asks how long the light bulb that is in use right now has been there.  This is known as “inspecting” it after arriving randomly.

Our intuition says that the expected age of the light bulb should be 1.5 months, if the overall average age is 3 months.  However, the Inspection Paradox informs us that the expected age is actually longer than 1.5 months!  How much longer depends on how variable the light bulb lifetimes are.  We will start by assuming we know two quantities:  is the mean lifetime of all bulbs (that is, obtained by recording the lifetimes of all bulbs over the past few years) and  is the standard deviation of all bulb lifetimes.  Now define c=; this is called the “coefficient of variation”, and it gives us an idea how variable things are.  For example, if =3 months and  =1 month, then c=0.33 or 33%.  Note that the smallest value c can have is 0, and that happens only if lifetimes are absolutely deterministic; that is, always exactly the same value with no variation.  
Now, we said our intuition predicts that the average age of an inspected item is but the inspection paradox tells us that it is instead (1+c2) Note that this is always larger than what our intuition told us, since c2 is always zero or more.  It turns out that the expected remaining lifetime of an item is also(1+c2) when our intuition would say it is Also, the expected total lifetime of an inspected item is (1+c2)instead of just 
User’s Guide
This spreadsheet is meant to demonstrate the inspection paradox by generating random data and taking averages to show that they agree with what the inspection paradox insists, rather than on our as-yet-untrained intuition.
Getting Started

Start on the Analysis sheet.  You will see the following regions: a table in the upper left, a table of correlations in the middle left, a table of histogram values on the lower lower left, and charts of the histograms on the right.  Start by looking at the table in the upper left.  The essence of the Inspection Paradox is shown in the “mean Inspected Lifetime” cell and the “mean Overall Lifetime” cell; the first should almost always be greater than the second.  The sheet is set up to regenerate its random numbers whenever it recalculates; you can force this by pressing F9.  So, press F9 a few times and see that even though the mean Inspected Lifetime and mean Overall Lifetime do vary from random sample to random sample, they are different as the Inspection Paradox predicts.
Now look at the middle table, which shows correlations between the Age, the Excess, and the Inspected Lifetime (or Length).  Of course there are 1’s down the diagonal, because anything is perfectly correlated with itself.  Sometimes the correlation of Age and Excess is negative; this often happens with fairly regular renewal processes like Deterministic, Uniform, or Erlang.  Sometimes that correlation is positive; this often happens with very irregular processes like HyperExponential.  It seems that if c<1, the correlation is negative; if c>1, the correlation is positive.  Is that true?  Can you prove it?
Now look at the histogram charts.  They show the distributions of the Age, the Excess, and the Inspected Lifetime for the samples.  They change quite a bit when you regenerate the random numbers.  If lifetimes are Deterministic, then the Age and Excess histograms should be fairly flat (Uniform).
A Little More Detail

 There are three worksheets: Analysis, RawData, and Examples.  The Analysis sheet is shown first because it has the most interesting numbers and graphs on it, but the experiments really start on the RawData sheet and are just summarized on the Analysis sheet.  Here are short descriptions of the sheets:
· RawData: this sheet simulates many (a few hundred) renewal processes, all with the same distribution for light bulb lifetimes.  For each one, it picks a random time to inspect, and determines the age of the item, the remaining life, and the total life.

· Analysis: this sheet takes the average of those few hundred observations of age, remaining life, and total life of the expected item.  It also collects other statistics, like min, max, standard deviation, and cross-correlations.  It also performs histograms to show the distributions.

· Examples: this sheet shows how to change the renewal process that you’re working with.  Current examples are Deterministic, Exponential (Poisson), Erlang-4, three types of Uniform, and two types of HyperExponential.  The sheet also gives some summary data for the example processes, like mean lifetime and mean inspected lifetime.

How to Change the Renewal Process

This spreadsheet is only fun if you aren’t locked in to a single type of renewal process.  To change the current process, follow this procedure:

1. Go to the “Examples” sheet and pick the new process you want by clicking on the name around mid-screen.  They are shown in green. Don’t click on the name in the little summary table; that won’t do much good.

2. Select that entire row by pressing Control-Shift-RightArrow, then copy by pressing Control-c

3. Go to the “Raw Data” sheet and click on the name of the old renewal process (the first green cell).

4. Highlight that column by pressing Control-Shift-DownArrow, then paste by pressing Control-v

5. Go back to the “Analysis” sheet and observe the new results.

If you want to add to the number of trials, highlight the last row on the “Raw Data” sheet.  Then, drag the corner-handle down to create more trials. 
If you want to create a new type of renewal process, take a look at how the other examples work.  The first arrival time is always 0.  The next arrival time is the previous arrival time plus a random inter-arrival time.  Try to keep the mean inter-arrival time (and the mean arrival rate) around 1.0.  To help with this, in the upper left corner of the Raw Data sheet, we compute the observed arrival rate.

How the Spreadsheet Works

Raw Data sheet

Each row of the Raw Data sheet is an independent renewal process.  It goes for 44 arrivals; 44 was chosen because it runs us into column BA, which seemed like a good place to stop.  Is 44 samples enough for us to be in “steady state”?  Probably.  
The inspection time is chosen uniformly in an interval that the user may specify at the top of the Raw Data sheet in the cells for “Sample Start” and “Sample Length”.  For example, if those cells are 20 and 8, then the inspection time is Uniform(20,28).  It is chosen independently for each row; these times are shown in the “Sample Point” column.

The “WhichArriv” column lets us know which number arrival happened just before the inspection time.  If you add samples beyond 44, you will need to update the end of the range given in the Lookup() function in this column.  Sometimes the renewal process doesn’t even get up to the inspection time by the 44th arrival, so in that case this column registers a 44.  This tends to happen with highly variable (e.g. Hyperexponential) processes, or if you set the mean inter-arrival too far below 1.
The Age, Excess, and Length columns compute the observed age, excess, and total length for each sample by using the WhichArriv column as an index into the renewal process.  If the inspection time is after the last arrival, this column will show a “FALSE” to avoid influencing the average.  It seems likely that this is not a biased way of sampling, but it’s not 100% clear.
The AvgDur column gives the overall mean inter-arrival time for each trial by simply dividing the last arrival time by the number of arrivals (44).

Analysis sheet

The first table is mostly self-explanatory.  We should really compute the mean Overall Lifetime directly from the parameters of the distribution, but this means we would have to handle the Uniform, HyperExponential, etc. all separately.  Instead, we take the mean of the AvgDur columns, just like on the Raw Data sheet.  Computing the standard deviation of all item lifetimes is trickier, since we would prefer to avoid operating on the renewal processes themselves.  Instead, we take the standard deviation of the means, and then adjust for the number of samples that go into the means.  The “max” row in the first table is mostly to help us decide how big the histogram buckets should be.

The correlation table uses the number of trials to decide how much of each column it should look at, using the Indirect() function.  This is because you can’t just give the correl() function a plain column reference like E:E; you must give it start and stop row numbers.
The histogram is set to use 20 buckets, and to make them just large enough so that the maximum observed value will fit into the last one.

Little details

The initial arrival times are given as =0 instead of just plain 0 on the Examples sheet.  If we didn’t do this, Excel would automatically change it into the sequence 0,1,2,3 when you paste it into the Raw Data sheet and stretch it out to make different random samples.
Bugs

I seem to recall that the frequency() function used for the histograms doesn’t behave quite the same way between Excel and other Excel-like spreadsheets (such as StarOffice and Gnumeric).  But I haven’t tested it recently.

Future features

It would be nice to add computations of the theoretical correlation between Age and Excess, and also between Age and Lifetime, and between Excess and Lifetime.

It would also be nice to add computations of the theoretical variance of the inspected Lifetime.
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